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Abstract

In real-world problems, datasets typically do not come with a complete set of annotations. Annotation is a very expensive
process for industry. This is the case in particular for object detection tasks; an annotator must locate all objects in an
image with a bounding box and give each a label. In order to reduce costs, different schemes can be put in practice, e.g.
self-supervision and semi-supervision methods. Deep Active Learning is a another relevant strategy whereby an acquisition
function is used to select a subset of the most useful images within a large unlabelled pool to be labelled by an expert.
Typically, active learning has been applied to datasets that do not necessarily reflect well the characteristics of those found
in industrial problems. We propose here to apply active learning in the object detection setting to more realistic datasets of
driving scenes, and to study its combination with unsupervised learning paradigms.

Introduction

The characteristics of real-world machine learning problems often do not correspond to the tasks used for benchmarking within
the artificial intelligence community. Notably, real-world datasets are often composed of a large amount of unlabelled data.
Labelling data is expensive and time consuming, and therefore it is not a practical route towards deploying an industrial system.
Some unsupervised machine learning paradigms, namely self-supervised [3, 1] and semi-supervised [10, 6] learning, offer a means
to make use of this unlabelled data.

Another idea is active learning [2] (Fig.1 (left)), which is an approach that seeks to train a model using a small labelled
subset of the available data. This occurs over several active learning cycles. A model is trained on an initial seed of annotated
images that are, most often, randomly selected.

All of the unlabelled data-points are then assessed using an acquisition function that aims to score each unlabelled data-point
based on some measure of uncertainty [4] or diversity [9]. The images with the highest score, ideally corresponding to the most
relevant images to the model, are then labelled by an oracle and added to the labelled pooled used in the next cycle of training.
During successive active learning cycles the model will gradually improve as it integrates more of the data. Ideally, after a certain
number of cycles (or after a labelling budget has been exhausted) the performance of the model should approach that of a model
trained through a supervised approach - normally requiring only a fraction of the labels.

While active learning has been applied successfully to image classification, many questions remain: how can diversity be
ensured in the labelled set, how to account for class imbalance, how will these methods extend to real world problems? Further-
more, more complex, and potentially more industrially relevant tasks and models, for example instance segmentation and object
detection, and their combination with unsupervised learning approaches have not been well explored.

We aim to apply active learning to object detection in real-world industrial datasets (i.e., Woodscape [11] - Fig.1(right)).
Additionally, we propose to investigate how unlabelled data can be best leveraged via the combination of active learning with
unsupervised learning approaches.

Figure 1: (left) A cartoon of the active learning cycle. (right) An example real-world data point (from Woodscape [11])
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Some first results

As a starting point for our experiments, we apply a fast object detection model widely used in industry (YOLOv5 [5]) to object
detection. We report results from two different scenarios: (i) we use a YOLOv5 model with random initialisation, (ii) we pre-
train the model on the COCO dataset [8]. The COCO dataset shares common classes to our datasets of interest, namely the
classes person and car, however the type of data are significantly different. We investigate several active learning baselines on
the BDD100K dataset [12] - an autonomous driving dataset with 10 classes and 70 000 images in the training set. We consider
a budget of 700 images per cycle and perform 10 active learning cycles, therefore using at most 7000 images. The figure 2 shows
the mean Average Precision at 50% of IoU (mAP50) obtained with the model trained on the labelled set at the end of each cycle.
We observe that, in both scenarios, the best results are achieved with the maximum uncertainty selection acquisition function
which scores each data-point based on the highest entropy calculated amongst detected objects. Furthermore, When using the
COCO pre-training, we achieve 52.5 mAP with 10% of the dataset vs 59.6 mAP with the full dataset. Without pre-training we
achieve 49.5 mAP with 10% vs 58.3 with the full dataset. Results with active learning are also significantly better than when
random selection is performed.

Figure 2: Plots of the mean average precision (mAP) at 50% intersection-over-union, with the number of labelled images for
(left) a model pre-trained on the COCO dataset [7] and (right) a model with no pre-training.

Figure 3: Distribution of the three types of meta-data over the training set of the BDD100k dataset.

Perspectives

We achieve promising results on the large dataset BDD100k with classic active learning methods. We are currently investigating
how those results can be improved, and in particular how unlabelled data can be best integrated to the active learning setup.
Self-supervised and semi-supervised methods are known to achieve great results by themselves, but it is less clear how active
learning can best benefit from such paradigms. We also consider using the meta-data stored during the image acquisitions. In
particular, the Figure 3 shows the distribution of values over the training set for the three different type of meta-data proposed
in the dataset BDD100k. We are currently testing methods to best incorporate this information.
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